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Introduction

For an introductory discussion on the anatomy of a gene and on some basic models for
gene recognition, see the notes for week 12 of the 1998 version of this course. In these
notes, we discuss the details of how a generalized hidden Markov model (GHMM) can be
used to coordinate and unify separate probabilistic models of parts of genes. There have
been a number of HMM-based genefinders developed, [1, 2, 3], we focus in specific on Chris
Burge’s Genscan, one of the most successful genefinders to date. In section 1 we describe the
GHMM (without going in to the details of the specific output models for each state). Section
2 provides a careful analysis of the forward recursion and shows exactly how this works in a
GHMM. The model used will be a simplification of the Genscan GHMM. In section 3 we take
advantage of features of Genscan’s topological structure to greatly reduce the complexity
of the forward calculations. In sections 4 and 5 we derive the Viterbi and the backward
recursions. Secion 6 discusses how probabilities can be associated with predictions, and
finally in section 7 we discuss the complete Genscan model and indicate how the simplified
model we present in the earlier sections can be easily extended to the complete model.

1 The model

Figure 1 presents the state space of a simplified version of Genscan’s model. (Exactly how
this model is a simplification will be discussed later).

Consider generating data from this model. Say we start off in the intergene state, and
do a few self-transitions (which will have a high probability, as intergenic regions tend to
be large in most eukaryotes). Each time ¢ we visit the intergene state we generate a single
base Y; of DNA according to some distribution bz,sergene (Y15|Y1t_1). We are using the notation
Y} to represent the subsequence of DNA (Y,,...,Y;). The generated base may depend on
some or all the preceding sequence. Eventually after some (geometrically distributed) time
t we’ll make a transition other than a self-transition and jump somewhere else, say the Er,
state. The Ey; state represents an initial exon including only 2 bases of its last codon. In
the Ey, state a duration d is generated from some distribution sz,z(-) and d bases of DNA
Ytt:ld are generated from some distribution bELQ(YtZﬁd), then we jump with probability 1 to
the state [5. The meaning of the three I; states is that if we are in state [; then ¢ bases of the
next codon were generated in the previous exon. Thus the length d of the exon E;; must



Figure 1 A simplification of Genscan’s HMM

equal 2 modulo 3. Accordingly, fg;,( ) for 2 mod 3. At first glance it may seem
unnecessary such a large number of exon and intron states, but the extra states allow us to
keep track of the number of bases generated in the previous exon state without requiring
anything more than a first-order memory for the Markov chain.

The possibility of the length of the output Yti"ld following an arbitrary distribution is
what makes this HMM more general than a regular HMM (in which the output will always
have length 1 for each state in the hidden state space). Hence the name Generalized HMM,
a. k. a. Hidden Semi-Markov Model.

In the state Iy we continue as in the intergene state, executing a geometric number of
self-transitions and generating a base of output according to an intron-specific distribution
at each time. After a certain time we might jump to one of the Ey; states, meaning that
we will generate an exon which will start off with a new codon, and will generate ¢ bases of
the next codon before jumping to intron state I;. The general notation of the £/ states is
that bases of the next codon were generated in the last exon, and  bases of the last codon
in the current exon will be generated before jumping back to intron. Similarly, £ means
that bases of the next codon were generated in the last exon and that this exon will be the
last exon for this gene (so it must end in a stop codon). It should be clear that the length
of each exon state is fixed modulo 3.

We have just discussed simulation of data from the GHMM in figure 1, but of course
we're aiming to predict genes, not simulate them. et’s make some definitions and write
down the probability of a sequence of hidden and observed data from this model. We have
a hidden Markov process o where  takes on values in state space Tyenns



The first state is distributed according to some initial distribution ( ;); ;. The probability of
the next state being  given that the current state is ; is ;. bservations are associated
with each hidden state. The duration d of the output associated with current state
depends only on the current state, and is distributed according to some distribution f (.).
We define partial sums of the durations by 1 d , and by convention we define 4
to be . Associated with the current state ~ and duration d there are d observed bases of
DNA,Y _,, which are generated from a distribution b6 (Y _,|Y; ). Note that Y 4
depends only on the current state, the current duration and on the previous observed DNA
bases. We leave the distributions b (.) undefined for the purpose of this discussion, but in
practice they can be completely general (in particular they could also be HMMs).

In practice, we observe only the DNA sequence Y, ,so , ; and d; are hidden. Assume
that we have all of the observations of the final state |, or in other words that . We
can now write down the probability of a particular sequence of hidden and observed data

r(gsdi ) [o(d)b (Y1) )y (Yoo )

The or rd 1 orithm

We now define forward variables ;; which will enable us both to compute the likelihood of
the data r(Y] ) as well as being important in the calculation of exon probabilities. These
forward variables can be calculated e ciently by a recursion known as the forward algorithm.
In what follows, let  be the maximum possible duration in any state.

ti r(Y), some hidden state ends in ; at time ¢ )
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Now the first term in the summand is simply ;_; and will have already been calculated.
The second and third terms are a little unusual a probabilities conditional on unions. The
following lemma allows us calculate such terms

If , and satisfy
Al
A2 a( ) o]
Then t( | ) (] ).



(By A2)
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This can easily be verified by induction.

eturning to the forward recursion, the second term of the summand satisfies the two
conditions of the lemma (easy to verify) allowing us to simplify it

term2 o 4( .t d) Lt )
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For the summand’s third term, note that the expression on which we are conditioning
can be rewritten as a single union,  (Y{™%, i -1 , -1t d,d d). The
two conditions of the lemma can then be applied to simplify the expression.

term 3 (Y, 41 L (Y G -1 , -1t d,d d))
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T

utting it all together, the recursion for ; is

4 i—a, i f ()b (VY779
d

How feasible is this calculation in practice We address this by estimating the required
number of multiplications (or additions, if working with logs). Calculation of b (Y;',,,[¥{™)
will depend on the precise distribution & (.) used for output from state ;. The most common
way to compute it is as a product of d single-base probabilities r(Y;|Y:~ ,...,Y:_1), each
of which is typically conditional on some of the previous bases. Thus we require d 1
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multiplications for b (Y ;. |Vi™%). Therefore, calculating ;; requires (  2). Since
there are such forward variables we need (  ? ?) operations to compute them and

() bytes to store them. Note that this means the complexity of the problem is linear
in the length of the DNA sequence being analyzed.

eedin Thin

There is a lot of structure in the topology of the model that we can take advantage of to get
a significant reduction in complexity. Note that there is a natural partition of the state space

into intron states I and exon states K, where I FE. et j;and g be the number of
states in classes I and F respectively, so B

We now reduce the the memory requirement from ( )to ( ) by storing :; only
for ¢ 1. ooking at the model, it is clear that an E-state be followed by an [-state.

At any given time either the previous state was an I-state, or the state before the previous
one was an [-state. eturning to the forward recursion, we had

ti r(Y{, L t,d d,), 1 ; t d)
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The first summation requires ;; only for ¢ I. To make the same true of the second
summation we need to sum over one state further back
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We have skipped over the details of the above simplification, they are basically the same as
for the case we already derived. The memory-reduced recursion can now be written as

1 i—a, i f ()b (YY)
I.d
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E, I de



As a second simplification, note that the state durations are all of length one for the
I-states, as we are modeling these by geometric distributions. Thus the summations over d
can be dropped and we can set d to 1. We can also set f (d) to 1 in each term.

Thirdly, note that each F-state has only one arrow leaving it, there is no choice for the
following state. Such transitions has probability one so we can set  ; in the second term to
1. We now have

ti i1 4 b (YT
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Note also that the only way of jumping from an [-state to an [-state is via a self-
transition, so i, for 4, I. The first term only has one positive term in the
summation. Finally, note that for a given pair of I-states ( , ;) there is a unique E-state
on the shortest path connecting them  call it £ ;. The implication is that the summation
over E in the second term has only one positive quantity, the one involving £ ;. The
final forward recursion is now

v b (G s i1, m JE ()bE (YY)
e, I

epeating the complexity calculations on this tailored forward recursion, the required storage
is ( 7) and the number of operations is ( } ?). ris4 and is 2 so we have
achieved an 8  reduction in memory usage and a 96 reduction in the required number of
operations.
It may be possible to further reduce the number of computations by a factor of |
depending on the choice of by . This trick can lead to a significant boost in performance [5].
Say we’re using a 3-periodic H5th order Markov model for exon sequence. There are therefore

three sets of transition probabilities, one corresponding to each codon position. Call them

(YY) for g ,1,2 . We compute the probability of a sequence from state Erg as

follows

b—a+1

bi,, (V) cmod  (Yaws YETY

i 0
For t 1,..., and ,1,2 define

t

(t, ) + mod (YY)

1

(t, ) can be computed in advance requiring ( ) storage and calculations. The advantage
of having it around is that we can compute the exon probabilities in one operation.

b (b, ( 2) mod 3)
e, (Yo) ( 1,( 2) mod3)



The 2 appearing in this expression may appear a little odd at first but after writing out
a few examples it should be clear that it merely ensures that the probability is evaluated in
the correct frame.

Whatever the model for exon sequence, if it is possible to make a lookup table to compute
exon probabilities in a small number of operations, then the complexity of the forward
calculation is reduced to (7 ).

As mentioned above, the forward variables can be used to compute the probability of
the all the observed data, since ti r(Y] ). Note that there is a small issue here
if we're using the Genscan shortcuts we only have ; for ; 1. We can get around this
by changing the model to add a silent [-state ¢ before the first state and another silent
I state 4y after the final one. A silent state is one with no output. We then set the
initial distribution to be positive only for I states, and from only transitions to I states
positive. We have to define ; and 44, slightly differently now

0, r( 0 2) 4
+1, r(Yl 5 Z)

Then the expression for  4;; is the same as for all the other ’s except we don’t have
an output term b since the final state is silent. We can now compute the likelihood as
I+l

Finally, we can further speed things up by using the observation that certain features are
(almost) always present in some of the states. For example, every initial exon must start
with a start codon ATG, and every terminal exon must stop with one of three possible stop
codons TAA, TAG or TGA. Similarly, almost all donor sites have a GT as the first two
intron bases, and almost all acceptor sites have an AG as the final two intron bases. If one is
willing to restrict to finding only genes matching these rules, we can restrict the summation
over the state length in the forward algorithm to sum only over lengths that are consistent
with these rules. The extent to which this reduces the computations will depend on the
composition of the sequence being analyzed.

The iter 1 1 orithm

The forward algorithm allows us to compute the marginal probability of the observed data
by e ciently summing over all the hidden data. A closely related problem of interest is esti-
mating the hidden data given the observed. ne estimate of the hidden data is the mode of
the distribution of the hidden data conditional on the observed, or in other words, the single
most likely sequence of states and durations through the model. Note that r( ;,d;|Y; )
is maximized at the same point as r( ,,d;,Y] ).

Maximizing r( ,,d,,Y; ) over | ;.,d; can be done by a dynamic programming
algorithm, most commonly know as the Viterbi algorithm. It is very closely related to the
forward algorithm, the difference being that we use maximums rather than sums, and that
we record the maximizing terms. Define ;; to be the maximum joint probability of hidden
and observed data up to time ¢, where a hidden state ends in state ; at time ¢.

t,3 max I‘(Y1t7 1_17 13 t)
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ti (the value of maximizing the probability)
ti d (the value of d maximizing the probability)
When we evaluate ;; we record the values ( ,d ) which maximized it as ;;, :;. nce

+1,i has been evaluated we can find the probability of the most likely sequence by taking
the maximum value over ¢, call it + . We then know the most probable sequence ends in
state z which has duration  4,; and previous state 41, . The ’sand ’s can thus be
used to recursively produce the desired estimate in a procedure most commonly known as

The above Viterbi algorithm is for any GHMM. wust as with the forward recursion, it
can be optimized for the Genscan GHMM to reduce memory requirements and decrease the
number of computations. Skipping over the details (which are the same as for the forward
algorithm), the optimized recursion is

tyi bi(Yo]Y/ ) max  1i maIXe( t—em1, & S5 () bs (YY)

The backtracking procedure has to be changed slightly we record the previous [-state that
achieved the maximum, and if this max involved passing through an exon state we record the
maximizing duration. therwise we record that the max was achieved via a self-transition.
Inspecting the recursion shows that the memory requirementis () and that the required
number of computationsis (7 ?),or ( 7 )ifitispossible to get exon probabilities
from a lookup table.

The C rd 1 orithm

There is a useful set of quantities closely related to the forward variables, known as back-
ward variables. (Forward variables are so called since their recursion proceeds in a forward
direction with respect to the time variable, the recursion for backward variables goes in the
opposite direction).

The backward variable ;; is the probability of all the observed data after time ¢, given
the observed data up to time ¢ and given that the hidden state at time ¢ ended in state ;.

t,i 1"(Yt+1| 1 ( is t))

ord, i, f(d)b (VYY)



The details have been skipped but involve much the same operations as those used in the
previous calculations. As with the forward and Viterbi algorithms, the backward algorithm

simplifies for the Genscan GHMM.

i w1 i b (Yo |YY) wart, om, fo (d)be (VERIYI) b (YVipar [YF9)
d, I

on ro ilitie

ne of the attractive features of using a GHMM for gene prediction is that it provides
a natural way of computing the probability of a predicted exon, given the observed data.
Say we have an exon of type . predicted from bases to b. The length of the exon is
d (b 1). The probability we would like to compute is

T }/1 5 1( e d d, -1 1)

r 1( e d d, -1 1)Y1

The denominator is simply the probability of the observed data and can be calculated by
the sum of the final forward variables. To simplify the numerator, note that if . then
because of the model’s structure we can determine the previous and next [-states, call them

; and ; . The union in the numerator probability can then be rewritten as the intersection

of two unions

1( ] 1) 1( e +1 7 7d d7 b)

We can now reduce the numerator to familiar terms

r Yl ) 1( [ 1)7 1( es +1 7 7d d7 b)

T Yla_lv 1( ) 1)
r }/abv 1( € +1 7 7d d7 b) }/1,1_17 1( i 1)
r Yb+1 Y167 1( i b)
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This probability can be interpreted as the probability that there is an exon of particular
type . running exactly from positions to b in the sequence. ne might prefer some kind
of probability that is less specific, for example one might only be concerned if there is any
kind of exon at all in a certain region, rather than having to specify whether it is an initial,
internal, terminal or single exon.

There 1s a second kind of probability that can help address this issue. Note that

ti tg I’(Y1 5 1( I t))
ti ot r(Y; , hidden state at time t is an /-state )



Therefore if we normalize the sum of the forward-backward products by (Y] ) and subtract
the result from 1, we have r( hidden state at time t is some kind of exon |Y; ). This offers
an alternative kind of probability to the exon probability presented before. It doesn’t help
much in determining the kind of exon or its boundaries, but may be of use in indicating
alternative candidate exon regions. Such regions could be missed by the Viterbi algorithm
since it finds only the single most likely sequence of exons - there could be highly probable
alternative splicings that it could miss.

The riinl enc n odel

It has already been pointed out that the model we have looked at so far is a simplification
of the Genscan model. We now look at the original Genscan model, and see how the above
ideas still apply.

The main difference is that Genscan can find genes in both the forward and reverse
directions at the same time. The simplified model represented by figure 1 only models genes
in one direction, so to search the reverse direction would require reverse complementing the
sequence and running the algorithm again. Genscan does this in one pass by using a richer
model structure - see figure 2. Basically a mirror-image of the uni-directional model has
been added on, all the new states handle reverse exons and introns. Note that for genes on
the reverse strand the order of states is reversed with respect to those on the forward strand.

Secondly, Genscan also models some more features 5 and 3 untranslated regions, pro-
moters and polyadenylation sites. ooking at figure 2 it is clear that the features of the
structure that we exploited before to streamline the calculations are still present. The state
space can still be partitioned into two subsets I and E such that an E-state must be followed
by an [-state. Transitions from F-states still all have probability 1, and each ordered pair
of [-states uniquely specifies an E-state (the one lying on a path of length three connecting
them). Finally, we treat the T states as having geometric lengths. The predictions and
probabilities can then be computedin (7 ?)(or ( } ) if we use lookup tables for
exon promoter polyadenylation probabilities) where ; 11.
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Figure 2 The complete Genscan HMM
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