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1. Multi-armed bandit algorithms.

• Exponential families.

− Cumulant generating function.

− KL-divergence.

• KL-UCB for an exponential family.

• KL vs c.g.f. bounds.

− Bounded rewards: Bernoulli and Hoeffding.

• Empirical KL-UCB.
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Recall: Concentration inequalities.

Definition: Cumulant-generating function:

ΓX(λ) = logE exp(λX),

We consider upper boundsψ : R → R, satisfyingψ(λ) ≥ ΓX(λ).

TheLegendre transform (convex conjugate)of ψ is

ψ∗(ǫ) = sup
λ∈R

(λǫ− ψ(λ)) .

Theorem: For ǫ ≥ 0, P (X − EX ≥ ǫ) ≤ exp
(
−ψ∗

X−EX(ǫ)
)
.
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Recall: Concentration Inequalities.

Theorem: If X1, X2, . . . , Xn are mean zero, i.i.d. with cgf upper

boundψ, thenX̄n = 1
n

∑n
i=1Xi satisfies

P
(
X̄n ≥ ǫ

)
≤ exp (−nψ∗(ǫ)) ,

And the exponent can’t be improved.

Theorem: [Cramér-Chernoff] If X1, X2, . . . , Xn are iid and

mean zero, and have cgfΓ, then forǫ > 0 andX̄n = 1
n

∑n
i=1Xi,

lim
n→∞

1

n
log P

(
X̄n ≥ ǫ

)
= −Γ∗(ǫ).

(Γ∗ sometimes calledCramér function. Lower bound is a

change-of-measure argument plus central limit theorem.)
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Outline.

For an exponential family, we can compute the c.g.f. exactly. Its convex

conjugate corresponds to a KL-divergence. For reward distributions from

the exponential family, concentration inequalities involving the

KL-divergence define an upper confidence bound strategy: KL-UCB.

If the reward distributions are bounded, the c.g.f. of a particular

exponential family (a scaled, shifted Bernoulli) gives a bound on the c.g.f.

And we can bound this, in turn, with a quadratic (like Hoeffding’s

inequality), which corresponds to another exponential family (a

Gaussian). KL-UCB for Bernoulli improves on KL-UCB for Gaussian.

(KL-UCB for Gaussian corresponds to the original UCB strategy.)

There’s also a non-parametric version of KL-UCB (called empirical

KL-UCB) for bounded rewards. It works with the set of distributions with

finite support.
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Exponential families.

Definition: Canonical exponential family defined wrt measureP :

dPθ

dP
(x) = exp (θx−A(θ)) ,

A(θ) = log

(∫

exp (θx) dP (x)

)

,

θ ∈ Θ = {θ : A(θ) <∞} .
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Exponential families.

µ(θ) := EθX = A′(θ).

θ(µ) defined onµ(Θ). ( one-to-one because VarθX = A
′′(θ) > 0).

Γθ(λ) = A(θ + λ)−A(θ),

Γ∗
θ1(µ(θ2)) = A(θ1)−A(θ2) + µ(θ2)(θ2 − θ1),

DKL(Pθ1 , Pθ2) = Γ∗
θ2(µ(θ1)).
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Exponential families.

A′(θ) =

∫
x exp (θx) dP (x)

exp(A(θ))

= EθX.

Γθ(λ) = log

(∫

exp(λx+ θx−A(θ))dP (x)

)

= log

(∫

exp ((λ+ θ)x) dP (x)

)

−A(θ)

= A(θ + λ)− A(θ).
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Exponential families.

Γ∗
θ1(µ(θ2)) = sup

λ
(λµ(θ2)− (A(θ1 + λ)−A(θ1)))

Maximum has µ(θ2) = µ(θ1 + λ),

that is, λ = θ2 − θ1,

so Γ∗
θ1(µ(θ2)) = (θ2 − θ1)µ(θ2) + A(θ1)−A(θ2).
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Exponential families.

DKL(Pθ1 , Pθ2) =

∫

log
dPθ1

dPθ2

dPθ1

=

∫

((θ1 − θ2)x) exp (θ1x−A(θ1)) dP (x)

+A(θ2)−A(θ1)

= µ(θ1)(θ1 − θ2) +A(θ2)−A(θ1)

= Γ∗
θ2(µ(θ1))
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Exponential families.

Example: Bernoulli:

Pθ(x) = exp (θx−A(θ)) , A(θ) = log
(
1 + eθ

)
,

µ(θ) = Pθ(1) =
eθ

1 + eθ
, θ = log

µ

1− µ
,

Γθ(λ) = log
(
1− µ(θ) + µ(θ)eλ

)
, Θ = R.
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Exponential families.

Example: Bernoulli:

Γ∗
θ1(µ2) = sup

λ

(
λµ2 − log

(
1− µ1 + µ1e

λ
))

Maximum has µ2 =
µ1e

λ

1− µ1 + µ1eλ
,

that is, λ = log
µ2(1− µ1)

µ1(1− µ2)

so Γ∗
θ1(µ2) = µ2 log

µ2

µ1
+ (1− µ2) log

1− µ2

1− µ1

= DKL(Pθ2 , Pθ1).
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KL-UCB for exponential families: Useψ = Γ

Define the sample averages

µ̂j(t) =
1

Tj(t)

t∑

s=1

XIs,s1[Is = j], µ̂j,t =
1

t

t∑

s=1

Xj,s.

If Xj,s has meanµ and c.g.f.Γµ, anda < µ,

Pr (µ̂j,n ≤ a) ≤ e−nΓ∗(a),

that is,

Pr

(

µ̂j,n < µ andΓ∗
µ (µ̂j,n) ≥

f(n)

n

)

≤ e−f(n),

or

Pr

(

µ̂j,n < µ andDKL

(
Pµ̂j,n

, Pµ

)
≥ f(n)

n

)

≤ e−f(n).

(Note thatPµ denotesPθ(µ).)

12



KL-UCB for exponential families.

KL-UCB Strategy for an exponential family (Pµ denotesPθ(µ)):

It = t for t = 1, . . . , k,

It = arg max
1≤j≤k

sup

{

µ(θ) : θ ∈ Θ and

DKL

(
Pµ̂j(t−1), Pµ

)
≤ f(t)

Tj(t− 1)

}

,

wheref(t) = log t+ 3 log log(t).

• Equivalent to UCB withψ = Γµ.
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KL-UCB for exponential families.

We can think ofDKL

(
Pµ̂j,t−1 , Pµ

)
as a divergence defined in terms of

means: for anŷµ, µ ∈ µ(Θ),

d(µ̂, µ) = DKL(Pµ̂, Pµ) = (θ(µ̂)− θ(µ)) µ̂−A(θ(µ̂)) + A(θ(µ)).

Thend(µ̂, µ) = 0 iff µ̂ = µ, d is strictly convex and differentiable. We

can extend it to the closure ofµ(Θ), by taking limits, allowing infinite

values, and settingd(µ, µ) = 0 at boundaries. (Consider, for example,

µ̂ = 0 for a Bernoulli.)
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KL-UCB for exponential families.

Theorem: KL-UCB for an exponential family satisfies:

ETj(n) ≤
logn

DKL

(
Pµj

, Pµ∗

) +O
(√

logn
)

.

And the leading term is optimal (including the constant).
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KL-UCB for bounded rewards.

Theorem: ForX ∈ [0, 1] with EX = µ,

defineY ∼ Bernoulli(µ). Then

ΓX(λ) ≤ ΓY (λ).

Notice that this gives a c.g.f. boundψXµ
for X satisfying:

ψ∗
Xµ

(µ′) = µ′ log
µ′

µ
+ (1− µ′) log

1− µ′

1− µ
.
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KL-UCB for bounded rewards.

Proof: Forx ∈ [0, 1], exp(λx) lies below the line from(0, e0) to (1, eλ):

exp(λx) ≤ x
(
eλ − e0

)
+ e0,

so E exp(λX) ≤ µ
(
eλ − 1

)
+ 1

= E exp(λY ).
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KL-UCB-Bernoulli for bounded rewards.

KL-UCB-Bernoulli Strategy For the Bernoulli familyPµ:

It = t for t = 1, . . . , k,

It = arg max
1≤j≤k

sup

{

µ ∈ (0, 1) :

d (µ̂j(t− 1), µ) ≤ f(t)

Tj(t− 1)

}

,

whered(µ1, µ2) = µ1 log
µ1

µ2
+ (1− µ1) log

1−µ1

1−µ2
and

f(t) = log t+ 3 log log(t).
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KL-UCB-Bernoulli for bounded rewards.

Theorem: KL-UCB-Bernoulli satisfies:

ETj(n) ≤
logn

d(µj , µ∗)
+O

(√

logn
)

,

whered(µ1, µ2) = µ1 log
µ1

µ2
+ (1− µ1) log

1−µ1

1−µ2
.

The leading term is optimal for Bernoulli rewards, but mightnot be

optimal, for example, if the variance is lower thanµ(1− µ).
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KL-UCB: More concentration inequalities.

Now, Pinsker’s inequality gives

ψ∗
Xµ

(µ′) = DKL(µ
′, µ) = µ′ log

µ′

µ
+ (1− µ′) log

1− µ′

1− µ

≥ 2(µ′ − µ)2.

which shows this is at least as good as Hoeffding’s inequality:

P
(
X̄n ≥ µ′

)
≤ exp

(
−2n(µ′ − µ)2

)

P
(
X̄n ≥ µ+ ǫ

)
≤ exp

(
−2nǫ2

)
.
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Exponential families.

Example: Gaussian:

pθ(x) =
exp(−x2/(2σ2))√

2πσ2
exp

(
µ

σ2
x− µ2

2σ2

)

,

θ =
µ

σ2
,

µ(θ) = σ2θ,

A(θ) =
σ2θ2

2
,

Γθ(λ) =
σ2

2
(λ+ θ)

2 − θ2σ2

2
,

Γ∗
θ1(µ2) =

1

2σ2
(µ2 − µ1)

2
.
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Exponential families.

With σ2 = 1/4, Pinsker’s inequality corresponds to Hoeffding’s

inequality.

So we can view the UCB strategy (based on Hoeffding’s inequality), as a

special case of KL-UCB, modeling the reward distributions from [0, 1] as

N (µ, 1/4).
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KL-UCB-Gaussian for bounded rewards.

KL-UCB-Gaussian StrategyFor the Gaussian familyPµ:

It = t for t = 1, . . . , k,

It = arg max
1≤j≤k

sup

{

µ ∈ (0, 1) :

d (µ̂j(t− 1), µ) ≤ f(t)

Tj(t− 1)

}

,

wheref(t) = log t+ 3 log log(t) andd(µ1, µ2) = 2(µ1 − µ2)
2.

This is equivalent to the UCB strategy (based on Hoeffding) that we saw

last time.
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UCB for bounded rewards.

Theorem: UCB satisfies:

ETj(n) ≤
logn

d(µj , µ∗)
+O

(√

logn
)

,

whered(µ1, µ2) = 2(µ1 − µ2)
2.

This result is weaker (because of Pinsker’s inequality) than the result for

KL-UCB-Bernoulli.
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KL-UCB regret bounds: upper versus lower.

Denote the canonical exponential family defined wrt a measurem by Em:

Em =

{

P :
dP

dm
(x) = exp (θx−A(θ)) , andA(θ) <∞

}

,

where A(θ) = log

(∫

exp (θx) dm(x)

)

.

WritePm,θ for the element ofEm with parameterθ, andPm,µ for the

element ofEm with meanµ (and there’s a one-to-one map betweenθ and

µ, so it’s well-defined.) And define forEm the relevant divergence as a

function of expectations:

dm(µ, µ′) := DKL (Pm,µ, Pm,µ′) .
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KL-UCB regret bounds: upper versus lower.

We have derived bounds onΓPj
in terms ofΓPm,µj

, for some exponential

familiesEm. For instance, if we letP denote the set of distributions on

[0, 1], and consider two exponential families, the Bernoulli (call it EB)

and the Gaussian with variance1/4 (call it EG), then we have:

For allP ∈ P with PX = µ, and allλ,

ΓP (λ) ≤ ΓPB,µ
(λ) ≤ ΓPG,µ

(λ).

And this is equivalent to: for allµ′,

Γ∗
P (µ

′) ≥ Γ∗
PB,µ

(µ′) ≥ Γ∗
PG,µ

(µ′),

that is,

Γ∗
P (µ

′) ≥ dB(µ
′, µ) ≥ dG(µ

′, µ).

26



KL-UCB regret bounds: upper versus lower.

We have seen upper bounds on regret based on these inequalities of the

form

R̄n ≤
∑

j:∆j>0

∆j

(
logn

dm(µj , µ∗)
+O

(√

logn
))

.

And we’ve seen lower bounds that are (roughly) of the form

R̄n ≥
∑

j:∆j>0

∆j

(
logn

DKL (Pj , Pj∗)
+ o(1)

)

.

To understand the gap between the upper bounds and the lower bounds,

we can consider the I-projection ofPj∗ ∈ EPj∗
on to{P : PX = µj}.
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KL-UCB regret bounds: upper versus lower.

Theorem: Fix a measurem and an exponential familyEm. For all

Q ∈ Em andP with PX = µ,

DKL(P,Q) = DKL(P, Pm,µ) +DKL(Pm,µ, Q).

In particular,

inf {DKL(P,Q) : PX = µ} = DKL(Pm,µ, Q).

We say thatPm,µ is the I-projection ofQ ∈ Em onto{P : PX = µ}.
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KL-UCB regret bounds: upper versus lower.

The negative KL-divergence

−DKL(P,Q) = −
∫

log
dP

dQ
dP

=

∫
dP

dQ
log

dQ

dP
dQ

is also called the entropy ofP (defined with respect toQ),HQ(P ). So the

result says that among all distributions satisfying the mean constraint

PX = µ, the one with maximum entropy (wrt anyQ in Em) is Pm,µ in

the exponential familyEm.
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KL-UCB regret bounds: upper versus lower.

Using this fact, we can see that

DKL (Pj , Pj∗) ≥ inf {DKL (P, Pj∗) : PX = µj}
= DKL

(
PPj∗ ,µj

, Pj∗
)

= Γ∗
Pj∗

(µj) (both distributions are inEPj∗
)

≥ Γ∗
Pm,µ∗

(µj)

= dm(µj , µ
∗),

whereEm is one of the exponential families that give the upper bounds

(Bernoulli or Gaussian).
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KL-UCB regret bounds: upper versus lower.

So the upper bound might be loose becausePj is further fromPj∗ than

the I-projection ofPj∗ on to{PX = µj} (i.e., becausePj is not inEPj∗
),

or becauseΓPm,µ∗ is a loose upper bound onΓPj∗
(i.e., becausePj∗ is

not inEm).
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KL-UCB: Regret bounds.

The KL-UCB strategies chooseI1 = 1, . . . , Ik = k, and then

It+1 = arg max
1≤j≤k

Uj(t),

where Uj(t) = sup

{

µ ∈ µ(Θ) s.t.d(µ̂j(t), µ) ≤
f(t)

Tj(t)

}

.

For a suboptimal armj, we want to bound

ETj(n) = 1 +
n∑

t=k

P{It+1 = j}.

We might haveIt+1 = j if eitherUj∗(t) is not an upper bound onµ∗ (for

a suitable choice forf(t), this has negligible probability), or it is an upper

bound, butUj(t) is bigger (and so exceedsµ∗; this can’t happen too

often).
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KL-UCB: Regret bounds.

{It+1 = j}
⊆ {µ∗ ≥ Uj∗(t)} ∪ {It+1 = j andµ∗ < Uj∗(t) ≤ Uj(t)}
⊆ {µ∗ ≥ Uj∗(t)} ∪ {It+1 = j andµ∗ < Uj(t)}.

Also,

{µ∗ < Uj(t)} =

{

µ∗ < sup

{

µ ∈ µ(Θ) s.t.d(µ̂j(t), µ) ≤
f(t)

Tj(t)

}}

⊆
{

µ̂j(t) ≥ µ∗
f(t)/Tj(t)

}

,

⊆
{

µ̂j(t) ≥ µ∗
f(n)/Tj(t)

}

,

where µ∗
f(n)/Tj(t)

:= min

{

µ : d(µ, µ∗) ≤ f(n)

Tj(t)

}

.
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KL-UCB: Regret bounds.

ETj(n) = 1 +
n−1∑

t=k

P{It+1 = j}.

And

n−1∑

t=k

P{µ∗ ≥ Uj∗(t)}
︸ ︷︷ ︸

times upper bound violated

≤ · · · ≤ 3 + 4e log logn.
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KL-UCB: Regret bounds.

n−1∑

t=k

P

{

It+1 = j andµ̂j(t) ≥ µ∗
f(n)/Tj(t)

}

=

n−1∑

t=k

n−k+1∑

m=2

P

{

µ̂j,m−1 ≥ µ∗
f(n)/(m−1) andmth j at t+ 1

}

≤
n−k∑

m=1

P

{

µ̂j,m ≥ µ∗
f(n)/m

}

≤M +
n−k∑

m=M+1

P

{

µ̂j,m ≥ µ∗
f(n)/m

}

,

for M = f(n)/d(µj , µ
∗).
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KL-UCB: Regret bounds.

n−k∑

m=M+1

P

{

µ̂j,m ≥ µ∗
f(n)/m

}

≤
n−k∑

m=M+1

exp
(

−md
(

µ∗
f(n)/m, µj

))

...

= O
(√

f(n)
)

.

(Related
(

µ∗
f(n)/m, µj

)

to d(µj , µ
∗), bound by integral, use Laplace’s

method.)
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Empirical KL-UCB for rewards in [0, 1].

Empirical KL-UCB Strategy :

It = t for t = 1, . . . , k,

It = arg max
1≤j≤k

sup

{

EPX : | supp(P )| <∞,

DKL

(

P̂j(t− 1), P
)

≤ f(t)

Tj(t− 1)

}

,

whereP̂j(t− 1) is the empirical distribution of theTj(t− 1) pulls

of armj up to timet− 1, andf(t) = log t+ 3 log log(t).
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Empirical KL-UCB for rewards in [0, 1].

It turns out that it’s always a finite convex optimization:

sup
{

EPX : | supp(P )| <∞, DKL

(

P̂j(t− 1), P
)

≤ γ
}

= sup
{

EPX : supp(P ) ⊆ supp(P̂j(t− 1)) ∪ {1},

DKL

(

P̂j(t− 1), P
)

≤ γ
}

.
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Empirical KL-UCB for rewards in [0, 1].

Empirical KL-UCB Strategy :

It = t for t = 1, . . . , k,

It = arg max
1≤j≤k

sup

{

EPX : supp(P ) ⊆ supp(P̂j(t− 1)) ∪ {1},

DKL

(

P̂j(t− 1), P
)

≤ f(t)

Tj(t− 1)

}

,

whereP̂j(t− 1) is the empirical distribution of theTj(t− 1) pulls

of armj up to timet− 1, andf(t) = log t+ 3 log log(t).
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Empirical KL-UCB for rewards in [0, 1].

Theorem: Empirical KL-UCB for rewards in[0, 1] satisfies:

ETj(n) ≤
logn

inf{DKL (Pj , P ) : PX > µ∗} +O
(

log4/5 n log logn
)

,

providedµj > 0 andµ∗ < 1.

The leading term is optimal (including the constant). But the remainder

term is worse than in the parametric case.

40


